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ABSTRACT

AT can make analytics teams faster, but it can also be faster without human ability. A concept of augmentation trap is developed and
tested in this study. The fallacy is that continuously using AI will enhance existing productions but will also decrease the ability to do
analysis without AT and make people overly reliant on the AI system. The paper establishes the connections between human-Al
complementarity, experiential learning, cognitive offloading, automation bias and organizational resilience. A twelve week-long
quasi-experiment is suggested, which is a mixed-methods approach, and with 48 analytics teams and 192 analysts. Teams are divided
into groups that have unrestricted Al access, periodic unaided practice and verification with calibrated AI access, delayed or withheld AT
access. The design features repeated assessments without Al, an unannounced model-outage exercise, and a task that has a plausible but
erroneous Al recommendation. Multilevel growth models test the changes in productivity and unaided skill. Cognitive offloading and
team-level models of decision resilience are the focus of mediation tests. The synthetic analysis is only included as a reporting template.
It shows an example of a trend where unrestricted access to Al increases throughput, but leads to poorer unaided skill, outage
performance and error detection. When calibrated, it will yield smaller gains in speed and higher long run capability. The study adds a
time-based perspective to the discussion of Al augmentation, and it reveals why companies should assess performance and capability

with and without Al, as well as with incorrect Al.
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1. Introduction

Al is process
information, forecast, create reports and make decisions.

revolutionizing the way organizations
Generative Al and machine-learning tools are now being
employed by analytics teams to generate code, scrub data,
collate evidence, identify patterns, and formulate management
recommendations. These tools can minimize the mundane
tasks and save on the time required to accomplish a
complicated task. Field and experimental evidence also
demonstrates improvements in speed and quality of many
types of knowledge work. In their study, Noy and Zhang
(2023) discovered significant improvements in productivity
for professional writing tasks. Brynjolfsson, Li, and Raymond
(2025) discovered that the AI boosted
customer-support agents' productivity, especially for those
who were less experienced. Additionally, Dell'Acqua et al.
(2026) discovered that Al enhanced the performance within its
scope of action but declined outside of it.

assistant

The results confirm the idea that AI is a tool to
complement, not replace, human labor. In an augmentation
model, AI provides 4 key elements: scale, search, pattern
recognition and fast generation. Human workers to provide
context, judgment, values and accountability. The goal is to
get a whole greater than the sum of its parts. However,
complementarity is not a given. Vaccaro, Almaatouq, and
Malone (2024) conducted a meta-analysis of the literature and
found that human-AI combinations tended to outperform the
human, but they did not perform better than the stronger of the
two components, on average. In particular, decision tasks

were more difficult. From this perspective, differences in
information and capability are thus critical to create effective
complementarities, and how tasks and roles are structured are
also important in this regard, as argued by Hemmer et al.
(2025).

Secondly, the time is a problem. Most studies on AI
measure output with the AI available. They wonder if users
are able to finish faster, do more work, or get better results
while assisted in their performance. These measures are
crucial but do not provide information about workers' capacity
development. An Al system can create great work, but
someone might be better able to do all of these without the AI
system, and they may not be as good with it. This is a key
difference in analytics jobs as need more than outputs to make
good decisions. Analysts need to be aware of bad data,
question weak assumptions, be aware of model limitations,
and act when automated support doesn't help.

This issue has been known for decades in the realm of
research on automation. Bainbridge (1983) pointed out that
automation may take people out of the routine and leave them
in charge during rare and challenging failures. Parasuraman
and Riley (1997) discussed misuse, disuse and abuse of
automation. Lee and See (2004) demonstrated that it is not
enough to rely on trust; it should be ‘tuned'. Additional, more
recent, research in information-systems also reveals the
potential for cycles of skill erosion that can result when users
rely on information systems, become complacent, and have
poor review practices. For instance, Rinta-Kahila et al. (2023)
determined that cognitive automation can decrease mindful
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task performance and mask decreasing expertise from both
workers and supervisors.

The risks might be accentuated by the use of Generative Al
for tasks that involve visible aspects of reasoning, not just
routine physical or numerical tasks. It may recommend the
problem frame, pick a method, write the code, interpret the
outcomes, and come up with a refined recommendation. This
kind of assistance can come in handy. It can also help ease the
struggle, correction of errors and reflection where in which
expertise is formed. Recent experiments on the learning of
skills indicate that people who offload their learning of
unfamiliar skills entirely to AT might be able to increase their
output without increasing their understanding (Shen &
Tamkin, 2026). Caosun and Aral (2026) refer to a dynamic
situation in which immediate skill improvement from Al
outweighs the apparent short-term costs, but the skill
gradually diminishes as it is partly lost over time, as an
augmentation trap. Their model is a good first step, but there
is not a lot of evidence at the team level.

In the current study, this issue is to be taken to the teams
that have analytics and to operational decisions. It asks: When
is Al augmentation an enhancer of analytics capability and
when is it an eroder of skills and reliance on operations?
There are three questions which follow that relate to this.
First, is there any long-term trend in immediate productivity
and unaided analytical performance as a result of repeated use
of AI? Second, do cognitive offloading account for any loss of
unaided skill? Third, how does the teams fare when Al is not
present or gives a possible but incorrect recommendation?

The proposed study is a quasi-experimental study with a
longitudinal design and mixed-methods that will last for 12
weeks. They get unlimited access to Al, periodic unaided
practice and verification or they get delayed access to Al. The
design takes into account normal work performance (without
Al) and periodic performance (without AI). It also has an
Outage
Incorrect-recommendation task. This enables the study to
differentiate between the gains in production and capability
development. It also evaluates decision resilience, which is
used here to describe the capacity to make decisions of an
acceptable quality in the absence of Al, in the event of a
delay, degradation, or incorrect answer from Al

Unannounced exercise and an

The paper makes four contributions. First, it brings
temporal aspects to the table of human-Al complementarity.
AT could be used to augment current output and replace
learning process that underpins future output. Secondly, it
distinguishes between performance that is assisted and
performance that is merely the result of ability. This
difference is a key reason why a good team with AI can end
up being fragile. Thirdly, it puts cognitive offloading and
experiential learning within an organizational framework of
using artificial intelligence. Fourthly, it considers system
failure as test condition and not a rare technical occurrence.
The key point of the main practical claim is straightforward:
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Organizations should not assess Al based on what people do
with AI. They should also assess the potential of the
population to remain functional without it.

2. Literature Review and Theoretical Development

21 Al Augmentation and Short-Run Productivity

Al augmentation is where the capabilities of humans and
machines are combined in a single process. It's a nice logic in
analytics. AT can sift through expansive data sets, write code,
identify patterns, and make quick drafts. Analysts are able to
establish objectives, weigh context, consider trade-offs, and be
responsible for the final decision. Jarrahi (2018) termed this
relationship as human-AI symbiosis in decision making
process in the organization. Dellermann et al. (2019) applied
the broader concept of hybrid intelligence that is the fusion of
human and machine capabilities to accomplish tasks in which
neither is particularly adept.

There is now unequivocal evidence of short run benefits.
Noy and Zhang (2023) proved that on writing tasks
completion time was decreased and quality increased due to
the use of generative Al Brynjolfsson et. al. (2025) observed
an average of 15% more issues being resolved per hour by
5,172 support agents.
benefited more, indicating the potential of AI to disseminate
beneficial practices. Dell'Acqua et al. (2026) have identified
that consultants using Al are more likely to finish more tasks,
work faster, and create higher quality work on tasks deemed
to be in the AI frontier. In a second field experiment, AT was
found to be similar to a team without Al in terms of product
innovation, and AI was used to integrate technical and
commercial perspectives (Dell’ Acqua, Ayoubi, et al., 2026).

Recent and less-skilled workers

These studies demonstrate useful, but also demonstrate
limitations. While some studies have shown that AI can
enhance correctness on a given task, others have reported that
it can lead to lower correctness on a task that is not in its
frontier, as found by Dell'Acqua et al. (2026). Vaccaro et al.
(2024) concluded that the difference in performance between
human and AI was dependent on the type of task and the
relative strength of the human and the AI. According to
Zercher et al. (2025), the effectiveness of Al was found to be
higher when the new information it provided helped to
mitigate information gaps among team members, but faded
when the information gap was created by the introduction of
new information related to Al. Therefore, access to Al is not
sufficient to make for an effective augmentation. Tasks need
to be allocated properly, and monitored and learnt in the work
system.

This paper distinguishes between two types of
complementarities. Production complementarity occurs when
the production of the human-AI unit is increased by the use of
Al. Capability complementarity also occurs when AT supports
the further development of the knowledge and judgment that
can be applied subsequently, even in the absence of Al
Production complementarity can happen in a rapid manner. It
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takes time to develop capacity complementarity, and active
engagement, feedback, and retained practice. The two forms
can travel along together or opposite directions.

2.2 Experiential Learning, Cognitive Offloading, And
Skill Erosion

Analytical skills are acquired with experience. People learn
when they formulate problems, try out procedures, get
feedback, fix their errors, and transfer what they've learned to
other procedures. Experiential learning doesn't just happen in
formal learning. It has been integrated into the program of
repetitive work. Organizational learning is change in
knowledge which occurs after experience, as described by
Argote and Miron-Spektor (2011). March (1991) is also a
reminder of the need to exploit the known methods but also to
explore other methods that will enable firms to improve their
future capabilities.

AT can serve as an aid to learning by explaining, asking
giving feedback or introducing workers to
improved techniques. Shao et al. (2025) reported that the
knowledge gain and task performance may be enhanced by
daily use of augmentation-based AI. Information overload and
recovery costs, however, were revealed in the same study. The
impact of Al is thus contingent on its usage. When a worker
takes the idea to the test with AI, the worker is still
cognitively engaged. If a worker asks Al to solve a problem,
perform analysis, and compose a conclusion, he might do the
task without practicing much of the skill.

questions,

Cognitive offloading is the process of delegating memory,
calculation, search or reasoning to an external support.
Offloading doesn't necessarily do more harm than good.
Low-value effort can be removed from the human process by
the use of calculators, software and checklists so that people
can concentrate on the higher level of judgment. The risk
comes into play when the system replaces the cognitive
actions that workers must grasp, monitor or retrieve. Al
supportive offloading is where AI takes away the toil and
repetition of the task while the analyst still frames, checks,
and explains. Delegative offloading core reasoning is
delegated to the analyst who will mainly accept or edit the
output.

Skill erosion is a reduction in the skills that are required for
relevant work without the aid. It can impact on method choice,
error diagnosis, error interpretation, coding or transfer to a
different context. Rinta-Kahila et al. (2023) show that skill
erosion can form a vicious circle. If people rely more on their
computer, their mindful performance will decrease; if their
mindful performance is less, their skill will decrease; and if
their skill decreases, their need for automation will increase.
Recent experiments by Shen and Tamkin (2026) offer
experimental evidence of the adverse effects of heavy
delegation to Al on conceptual understanding and debugging
skill. Their research further indicates that learning can be
maintained with the utilization of A, despite the presence of
engaged interaction patterns.
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The essence of skill erosion is that it is a dynamic process.
It's not something that can be seen through one assisted task.
This study should make comparisons between baseline skill
and repeated unaided assessments. Should also use practice,
fatigue and task difficulty as control variables. In order to get
a valid test, then the interaction between treatment and time
should be evaluated in unaided performance.

2.3 Automation Bias, Trust and Dependence on
Automation

Automation bias is when individuals take automated
recommendations at face value or do not look for information
that contradicts them. Skitka, Mosier, and Burdick (1999)
demonstrated that automated decision aids have the potential
to commit omission and commission errors. It has also been
shown that the effectiveness and characteristics of automation
influence human performance (Alla, 2025). Trust forms such a
part of this process. Low trust means they may not take
advantage of helpful support and high trust can result in taking
on poor output. Trust and capabilities in the system are both
necessary for appropriate reliance (Mehrotra et al., 2024).

Calibration is a challenge due to the fluency of generative
Al system output, even when they are incorrect. A
well-worded explanation might lessen the need for
confirmation by the user. Explanations do not necessarily lead
to better joint function. Bansal et al. (2021) discovered that
explanations could be used to help the understanding of a
model but may not lead to the complementary performance of
teams. Logg, Minson, and Moore (2019) demonstrate that
people can become algorithm appreciative, and Dietvorst,
Simmons, and Massey (2018) demonstrate that they can
become algorithm averse by observing mistakes. It is possible
that both reactions may be poorly calibrated.

This study is meant to differentiate between the use of Al
and AI dependence. Heavy use does NOT equal dependence.
A team can continuously leverage Al without compromising
their ability to stay resilient when they have key knowledge
and skills to review the outputs of AI tools and maintain
manual tasks. When a large loss in performance occurs on the
removal or failure of the Al, then there exists a dependence.
That loss is a measure of the size. It can manifest itself in
terms of less accuracy, slower completion, weaker recovery,
inadequate confidence calibration or not detecting that a bad

recommendation has been made.

2.4 Team Learning and Decision Resilience

Analytics work is best done by teams as no one knows all of
the relevant facts. The sharing of knowledge, communication
and finding the right expertise within the team are key factors
in the capability of the team. Lewis (2003) defines transactive
memory as a 'shared system for knowing who knows what. Al
can bolster this system with knowledge organization and
providing a shared point of support. It can also weaken it
when all members turn their questions to the same model and
they cease to learn from colleagues.
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The latest research takes a different approach to Al,
considering it not just a tool, but a teammate. Al teaming
impacts on coordination, trust and understanding, and the
value of Al teaming depends on team design and knowledge
configuration of the AI (Schmutz et al., 2024; Seeber et al.,
2020; Zercher et al., 2025). Less is known about performance
following withdrawal of AT or failure of the AL

Organizational resilience is the ability of an organization to
predict, withstand and respond to disruptions (Duchek, 2020).
HR systems can also build up a reservoir of flexible skills and
behaviors that foster resilience (Li & Lin, 2024). In an
Al-powered analytics team, decision resilience goes beyond
just having a backup server. It demands individuals who can
think through things, identify untrustworthy output, operate
within a coordination framework in the event of stress and
recover performance. Outage and error are considered as
stress tests of the joint system for the present study.

2.5 Hypotheses

Both the first two hypotheses are related to normal assisted
work. Al can generate a pattern and make it widely accessible
in a short time, which means that it will save time and boost
the rate of tasks. The quality should also be enhanced if the
task is within the boundary of the system's capability and the
output can be assessed by the users.

H1. AT access will increase short-run analytics productivity,
shown by lower completion time and higher throughput.

H2. Access to Al will enhance immediate out-of-the-box
output quality for work that falls within the scope of the AI
capability.

The following hypotheses focus on skill over time. When
AT is used without any restrictions, employees have more
opportunities to delegate reasoning to AI. Calibrated use
involves unaided practice at regular intervals and documented
to validate. Tt should maintain the active processing used in
support of learning.

H3. Calibrated use of AI will yield a less favorable path of
unaided analytical performance than repeated unaided use of
Al

H4. Repeated AI use will be mediated by cognitive
offloading to subsequent unaided analytical performance.

The last hypotheses are related to resilience. Those with
lower levels of independent skill should be impacted more by
the removal of Al They should also be less likely to be able to
argue a credible, but false recommendation. There is a need to
decrease both risks through the use of protective practices.

H5. Higher AI dependence will forecast a higher loss of
decision quality when Al goes down.

H6. Greater cumulative AI dependence will reduce
detection of incorrect AI recommendations.

H7. Unprompted practice and deliberate confirmation will
remove the pernicious impact of AI exposure on skill
retention and decision resilience.
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3. Methodology

31 Research Design

The study employed a quasi-experimental design featuring a
longitudinal component and the staggered introduction of Al
The unit of assignment is the analytics team since they
collaborate and can share AI outputs. The assignment of
clusters also decreases the contamination of the treatment
within teams. The study is conducted over a twelve-week
period, with repeated measures conducted at the task, person
and team level.

Forty-eight teams were recruited from organizations that
had ongoing business-analytics tasks. Each team had 4
analysts, 192 analysts per team. The teams are in the fields of
marketing analytics, ops, finance, risk, customer insight, or
business intelligence. A formal multilevel power analysis
were completed before recruitment. The design of the target
sample was having a
treatment-by-time effect, and a 10% attrition and team
clustering.

based on small-to-moderate

There were three conditions in the design. For the
unrestricted Al condition, the approved Al system was used
for all tasks that were eligible for it. In the calibrated Al
condition, teams receive the same access as well, but they are
required to finish a series of tasks without any assistance and a
verification checklist after a set amount of time. For the
delayed-access condition, teams had no use of the study Al in
the first 6 weeks, but then had access in the second 6 weeks.
The delayed condition allowed the separation of the normal
learning from the exposure to Al, and gave a second estimate
of the effect of teams shifting from manual to assisted work.

3.2 Setting, Recruitment, And Controls

The participating organizations nominated teams, including
repeated analytical tasks. Analysts with at least 6 months of
experience in the position and will need to pass a base-line
test are eligible to apply. The managers were requested not to
alter the workload targets due to the study participation. As far
as possible, the following parameters of the approved Al
system, model version, access rules, and data policy were not
changed during the main study. Model changes were recorded
and used as a control.

The study captures age band, gender, education, tenure,
domain experience, statistical experience, coding experience
and previous experience with generative AI. Additionally,
baseline analytical skills, need for cognition, trust in Al, and
overall technology confidence were assessed. Team controls
consisted of team tenure, functional diversity, workload,
manager support and knowledge redundancy. Task controls
comprised the level of complexity, level of novelty, the
quality of the data, time pressure and whether the task was
included in the boundary of the AT capability being tested.

The concern was serious due to the fact that analysts could
be using external Al tools. Participants were asked to use the
study system solely for study activities, and to fill in weekly
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logs of how they were using the tools. Browser or platform
logs are utilized to confirm access, where allowed by the
organization. The main analysis was carried out on
intention-to-treat  basis. Secondary estimated
treatment-on-the-treated effects, based on verified usage.

analysis

3.3 Tasks and Longitudinal Procedure

Task set consists of a mixture of standardized exercises and
selected real work tasks. Standardized tasks enabled the teams
to be compared. The external validity of real tasks was
improved. The includes data cleaning,
exploratory  analysis, selection,  forecasting,
classification, business interpretation and recommendation.
The tasks involve both technical and managerial skills.

standard set
model

Three task classes were used. Standard tasks are part of the
tested frontier of AI. Transfer tasks called for participants to
apply knowledge to a new context. Adversarial tasks were
apocryphal data, hidden inconsistency, or a likely but false Al
suggestion. There are parallel versions of each wave to
provide redundancy and avoid the problem of "remembering"
a previous answer. Prior to the study, task equivalence is rated
by independent experts.

The baseline survey and an unaided capability assessment
are in Week 0. The access to Al starts in week 1 for the
unrestricted and calibrated group. The first
assessment was performed in week 4. The AT group was given
AT in week 6. The second unaided assessment was in Week 8.
At the end of week 9, an unannounced outage occurs for all
the groups, which have access to Al, during a time constrained
analytical task. For week 11, the system furnished a plausible,
but wrong, suggestion on one task. The last unaided retention
and transfer test took place in Week 12. Short interviews
followed the week 9 and week 12 exercises.

unaided

3.4 Measures

Completion time, tasks completed, labor minutes and a
throughput index were used to measure short-run productivity.
The index was set to each participant’s no-Al baseline at 1.00.
Immediate output quality was rated by two independent
experts who were blind to condition. Technical Accuracy,
Method Fit, Interpretation, Business Utility, and Uncertainty
Communication were addressed in the rubric. Inter-rater
agreement reported.

Analytical ability was only assessed without the use of Al
or external tools. The score included method selection,
correctness of code or model, error diagnosis, interpretation,
explanation, and transfer. Each component was rated on a
scale of 0 to 100, and combined with preregistered weights.
Equivalent forms were used for baseline and follow-up tasks.

Self-report items and behavioral log were used to measure
cognitive offloading. Self-report items were used to determine
how often the analyst left the problem, the method, the core
analysis, the interpretation of the result, and the preparation of
the final recommendation to the AI. Behavioral coding
classified prompt into supportive and delegative. A high
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offloading score indicates that not only did the researchers
take up the core reasoning, but they were also able to transfer
it to the system.

The automation bias was assessed in terms of acceptance of
the wrong recommendation, an inability to check
contradictory information, and confidence in the final answer.
Decision included outage accuracy, outage
completion time, performance loss from normal conditions,
and recovery speed and confidence calibration.
knowledge redundancy was assessed by having team members
indicate who could perform each critical task on the team and
comparing these perceptions with individuals' test scores.

resilience

Team

Table 1. Main Constructs and Planned Operational Measures

Construct | Definition | Primary measures

Short-run productivity | Current output achieved with available Al
support | Completion time; tasks completed; throughput index; labor
minutes

Output quality | Technical and managerial value of the immediate task
result | Accuracy; method fit; interpretation; usefulness; uncertainty
communication

Unaided analytical capability | Ability to complete relevant analytics
work without Al | Method selection; code or model correctness;
diagnosis; explanation; transfer

Cognitive offloading | Transfer of core reasoning steps to the Al
system | Self-report scale; prompt coding; share of reasoning
delegated

Automation bias | Excessive acceptance of automated advice |
Wrong-advice acceptance; missed anomaly; weak verification;
confidence error

Decision resilience | Ability to maintain decision quality when Al is
absent or wrong | Outage score; performance loss; recovery speed;
error detection

Protective work practices | Practices that preserve human capability
and review | Unaided practice; verification checklist; knowledge
redundancy

3.5 Qualitative Component

The mixed-method component described the reasons for the
difference in outcomes for similar use of Al Interviews were
semi-structured, inquiring about how analysts divide work
with Al, when they take time to check the work, how they
handle uncertainty and respond to it, and coping strategies
when the outage happens. Process coding was performed on
team discussions and AI chat logs. The first coding frame
consisted of active verification, delegative use, learning
behavior, error recovery, knowledge sharing and confidence
repair.

Two researchers coded the material independently and
discrepancies between them were resolved via an agreed
codebook. Analyses contrasted process patterns within
conditions and between high and low resilience teams.
Qualitative evidence was used to elucidate mechanisms not to
replace causal estimates.
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3.6 Analysis Plan

The data was nested involved repeated tasks nested within
analysts, analysts nested within teams, and teams nested
within organizations. Main analysis was conducted by using
mixed effects models with random intercepts for analysts and
teams. The time was represented as an assessment wave. The
main test of H3 was the interaction between condition and
time in unaided skill.

H1 and H2 were tested with mixed models for completion
time, throughput, and quality. H4 was tested through
multilevel mediation. The first model is an estimate of the
impact of condition on cognitive offloading. The second
estimated the impact of offloading on later unaided skill but
controlled for baseline skill and treatment. Clustered bootstrap
confidence intervals were used to calculate indirect effects.

H5 and H6 were evaluated on the outcomes of outage
resilience and error detection. Controls included were baseline
skill, prior AI experience, task complexity and team tenure.
H7 was assessed by comparing calibrated and unrestricted Al
use, and by engaging in interactions between the actual
completion of unaided practice and verification.

Routine and transfer tasks were modeled separately,
individual and team fixed effects were included, exclusion of
contaminated cases, of resilience,
intention-to-treat treatment-on-the-treated
estimates were all performed as robustness checks. Placebo
tests were used to determine differences in trend before
treatment. Multiple testing will be controlled within each
family of hypotheses. Effect sizes and confidence intervals
presented with p-values.

alternative measures
estimates and

Table 2. Experimental conditions and assessment schedule

Condition | Weeks 1-6 | Weeks 7-12 | Protective features | Key
comparison

Unrestricted Al | Full Al access | Full Al access | No required unaided
practice | Maximum exposure and delegation risk

Calibrated Al | Full Al access | Full Al access | Unaided practice and
verification checklist | Whether work design preserves capability
Delayed access | No study Al | Full Al access | Normal procedures
before rollout | Learning trend and timing of exposure

3.7 Ethics and Research Integrity
The study obtained approval from relevant institutional ethics
committee and written organizational approval. Clear
information was provided relating to data collection,
monitoring  and  withdrawal. The outage and
incorrect-recommendation exercises were revealed in general
form at consent but not in detail, as to when they actually
occurred. Debriefing took place following the last evaluation.
No sensitive business data was logged into an Al system
that is publicly accessible. The organisation deployed an
approved environment and access control and logging. The
analysis plan and primary hypotheses were preregistered prior
to analysis of the outcome data. Data, task materials, code and
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rubrics for scoring are shared if consistent with legal and
organizational rules.

4. Results

4.1 Sample Balance and Treatment Pattern

There are 192 analysts in 48 teams, 16 teams and 64 analysts
per team. All groups are fairly comparable in terms of unaided
skill. Mean scores vary from 71.28 to 73.11 and the difference
is not statistically significant in the balance test. The reporting
also presents data on balance for experience, prior use of Al,
length of time with the team, and task type. Use logs provide
information  on
cognitive-offloading score, the unrestricted teams have the
highest score, with delayed-access teams after rollout. The
members of calibrated teams have to explain their reasoning
and fill the verification steps and so their offloading score is
the lowest. It is crucial for these checks as access is not
necessarily indicative that participants are using AI as
intended.

treatment  pattern. In  terms  of

Table 3. Descriptive Results by Experimental Condition

Outcome | Calibrated Al | Delayed access | Unrestricted Al
Participants, n | 64 | 64 | 64
Baseline unaided skill, M (SD) | 71.28 (4.64) | 7211 (4.61) | 7311 (4.76)

Completion time, minutes, M (SD) | 40.51 (4.97) | 45.83 (758) | 36.95
(5.02)

Output quality, 0-100, M (SD) | 84.32 (6.08) | 79.48 (6.63) | 83.34
(5.79)

Throughput index, M (SD) | 1.23 (012) | 1.09 (014) | 1.28 (014)
Cognitive offloading, 1-7 M (SD) | 3.78 (0.59) | 4.50 (0.66) | 5.50
(0.59)

Outage resilience, 0-100, M (SD) | 75.38 (5.30) | 68.27 (6.53) | 61.21
(6.52)

Incorrect advice detected, proportion | 0.77 (010) | 0.65 (011) | 0.47
(012)

4.2 Short-run Productivity and Output Quality

The results due back up H1. The mean completion time is the
shortest, and the throughput is the highest when there is no
restriction on Al. When using unrestricted access, completion
time is 3.52 minutes less than with calibrated Al and the
throughput index is 0.05 higher than with calibrated AI,
controlling for baseline skill. The condition of delayed access
is associated with lower average productivity as the condition
has 6 weeks without study AI. The trend of quality is more
balanced. AT (calibrated + unrestricted) have the same mean
quality, Al (delayed) is lower for the combined period. This
support H2 only within the area of the tested AI. A full paper
report task-specific effects since an average gain can mask
failures in transfer and adversarial tasks. The discovery also
aligns with the jagged frontier theory, which suggests that Al
can be beneficial for certain jobs and detrimental for others.
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4.3 Unaided Skill Over Time

The main result is shown in figure 3. The calibrated group is
stable with a slight improvement in the four unaided
assessments. For the delayed group, performance improves
prior to access, but decreases after access. The unrestricted
group score drops off after the initial exposure period and
scores at the lowest level at week 12. A growth model with a
mix of fixed and random effects was calibrated by using the
reference condition of Al. The average calibrated slope is up
at 0.83 points per wave. When no restrictions are placed on
the AT interaction, it's rated at -4.36 points per wave, while the
delayed-access interaction rates at -1.80 points per wave. Both
of these interactions are significant in the model. This pattern
is valid for H3 and demonstrates why it is important to have a
final cross-sectional test weak. The groups are different more
than just in one final score, they're different in their trajectory.

4.4 Cognitive Offloading and Skill Retention

The mediation analysis confirms the H4. The "Unrestricted
AI" score is 1.72 points higher than “Calibrated AI”. The
delayed access increases its score by 0.72. A higher offloading
score is correlated to a lower unaided skill score at week-12
with baseline skill and treatment accounted for. Each point
increase is given a penalty of -1.48 points. The indirect effect
of the cluster-bootstrap is measured to be -2.51 with a 95% CI
of (-3.78, -1.29) for unrestricted Al. Delayed access has an
indirect effect of -1.05 points, and an interval of -1.64 to
-0.54. The skill reduction is due to a direct treatment effect,
but only a portion of it is attributable to offloading. Other
mechanisms: decreased persistence, decreased peer learning
or decreased exposure to mistakes.

4.5 Outage Resilience and Incorrect Recommendations
The trade-off that is clearly illustrated in the outage results
are: Unrestricted AI has the lowest resilience score, while
having the highest normal throughput.
calibrated AI performs much better, while sacrificing a bit of
throughput. The group in the middle is "Delayed access. The
adjusted outage score is 14.15 points lower for unrestricted Al
and 7.10 points lower for delayed access as compared to
calibrated AI. This achieved by the
incorrect-recommendation task. The calibrated group is able
to detect 77% of the wrong advice and the unrestricted group
47%. The other group, with the delayed stimulus, detects
65%. This set of values is valid for H5, H6 and H7 in the
synthetic Figure 4 summarizes the larger
argument. The condition where there is the highest assisted
throughput, is not the condition with the strongest decision

During outage,

same result is

illustration.

resilience.

As shown in Table 4, there is a definite tradeoff between
the benefits of AI in the short term and human capability in
the long term. With unrestricted use of Al, the completion
time was seen to have decreased by 3.52 minutes, with a slight
increase in throughput, thus supporting H1. In part, however,
H2 received only limited support as improvements in quality
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were made contingent upon the degree to which the task was
compatible with AI. The results further indicate that over
time, but with unrestricted use of Al, there was a significant
negative interaction effect, —4.36, confirming H3. H4 was
supported as the indirect effect of this decline was found to be
-2.51, with a confidence interval excluding zero, indicating
that delegating core reasoning was a key factor in the loss of
skills.

Furthermore, the scores were 14.15 points lower for
unrestricted AI users under an outage situation, supporting
H5, indicating that good performance with strong Al does not
necessarily indicate readiness when AI is not available.
Additionally, H6 was supported, with the results showing that
the error detection rate was lower for unrestricted users than
for the calibrated-Al users, meaning that they were more
likely to follow likely, but wrong, advice. Lastly, H7 was
supported due to the fact that after their AI was calibrated;
they were able to maintain skill, resilience, and critical
judgment
conclusion, the findings indicate that while AI can be highly
effective in the short term, there is a potential long-term risk
of diminishing abilities and a trade-off for a more sustainable
approach through calibration.

with unaided practice and verification. In

Table 4. Hypothesis Tests and Interpretation

Hypothesis | Result | Status | Interpretation

H1: Al raises short-run productivity | Unrestricted Al: -3.52 minutes
and +0.05 throughput versus calibrated Al | Supported | More Al
freedom produces the largest immediate speed gain.

H2: Al raises quality inside the frontier | Al conditions exceed delayed
access on average quality | Partly supported | Quality gains depend
on task fit and should be reported by task class.

H3: Unrestricted Al weakens unaided skill | Wave x unrestricted Al =
-4.36, p < .001 | Supported | The main difference appears as a
declining skill path.

H4: Offloading mediates skill loss | Indirect effect = -2.51, 95% ClI
[-3.78, -1.29] | Supported | Delegation of core reasoning explains part
of the decline.

H5: Dependence reduces outage performance | Unrestricted Al =
-1415 resilience points | Supported | Normal productivity does not
guarantee failure readiness.

H6: Dependence reduces error detection | Detection: .47 unrestricted
versus .77 calibrated | Supported | Unrestricted users are more likely
to accept plausible wrong advice.

H7: Protective practices buffer harm | Calibrated Al retains skill and

resilience | Supported | Unaided practice and verification preserve
capability.

5. Discussion

5.1 Main Interpretation

The question in this study was a simple one but one that was
ignored -Was an Al-based analytics team more capable, or
was it just that the team was quicker with AI present? The
results showed a pattern which is
augmentation trap. The greatest boost in throughput was
achieved with unrestricted use of Al But it was also linked to
an increase in unaided skill, cognitive offloading, and poorer

indicative of an
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performance when experiencing an Al outage and receiving
incorrect information. Calibrated AI resulted in a marginally
lower increase in productivity but maintained a higher level of
long-term capabilities compared to general use of Al

These results indicated that the use of AI as such is not
detrimental. Instead, they have shown that it was the use of Al
that made a difference. While AI eliminated mundane work
and provided valuable information, it also could take the place
of the practice needed to develop the instincts of human
judgment. The difference was due to a significant extent to the
design of the workflow. Where problems needed to be posed,
logic was to be written, output of the AI system was to be
checked by the analysts and tasks were to be completed at
intervals without the AI system, the system was found to
enhance the productivity of the analysts without supplanting
human learning.

The delayed-access group was able to give additional
information regarding the temporal development of capability.
During the first period of manual work, the participants' skills
were enhanced, as they continued with the manual work
activities on own with analytical tasks. Unaided performance
decreased with a rise in delegation after introduction of access
to Al This intra-group change enhanced the interpretation of a
temporal nature. Additionally, it minimized the possibility that
the observed effects were solely due to stable preferences by
type of user (AI vs non-Al), which is often a confounding
factor in research on technology use. It also ruled out the
possibility that the observed effects were just due to stable
differences between those who prefer using Al versus those
who do not.

Overall, results indicated that gains in productivity and
capacity did not necessarily go hand-in-hand. Not all the most
resilient teams of analysts were the ones that produced the
most output in the short-term in the AI configuration.

5.2 Theoretical Contributions
The first theoretical effort has been towards creating a
dynamic perspective of the complementarity of humans and
Al Past studies have focused on questions such as whether or
not a combined human—AT unit works well at a specific time.
A useful explanation of complementarities was offered by
Hemmer et al. (2025) who discussed the complementarities
arising from differences in information and capability. In this
study this was expanded to include time. The results indicated
that there were no set differences in capabilities. A process of
recursive interaction with AI resulted in a change of human
skills that then affected the value of human-AlI interaction in
the future. Al thus enabled a production complementarity for
the short-term and may even allow to reduce the human
capacity to achieve a production complementarity in the
future.

The other was the empirical separation of the performances
that are assisted and those which are latent human capacities.
Brynjolfsson et al. (2025) demonstrated that AI could
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propagate effective practices, and support the learning of less
experienced employees. The same applies to Shao et al.
(2025) who found learning advantages with the use of Al
every day. These positive results were not challenged by the
results of the present study. Instead, they showed it is the way
that the user interacts with the AI system that determines
whether they will learn.

The more support they received from Al, the more their
own capabilities improved, particularly with examples and
feedback, and even more so when it included decision
support. Observed output increased and latent capability
decreased with higher percentages of the reasoning activity
performed by AI. The study managed to separate the two
types of performance-assisted and unaided-and provide insight
into the significance of the gain in productivity for the value
of Al in the organization.

The third was the link that was created between cognitive
offloading and organizational resilience. In the past, cognitive
offloading has typically been looked at as a person-level
phenomenon while resilience has been mostly considered an
organizational attribute. The results correlated the two stages
of analysis. Individual team decisions, whether or not to think
independently, double check the output or explain the
conclusion, added up to team readiness or fragility.

Multiple members of the team sharing the same expertise
with the same AI system risked some internal loss of
knowledge redundancy. However, during normal operation
this loss was not affecting much since Al continued to provide
support to the performance. However, when the power went
out the gap in ability was apparent. The results thus illustrated
the effects of the patterns of cognitive offloading of individual
participants on the vulnerability of collective operation.

The fourth contribution was of the methodological type.
Previous studies with AI had only compared the participants
on the “assisted” and “unassisted” condition in “normal” task
conditions. This study took that approach one step further, and
made it repeatable, involved in a simulated withdrawal from
the system, and included flawed Al
recommendations. Each one of the conditions showed another
aspect of the ability. The three conditions measured were:
analytical skill (Unaided); outage
(Operational Continuity); and incorrect-advice condition
(Vigilance and trust calibration). These measures collectively
were able to offer a more comprehensive assessment of the
human-AT system.

intentionally

retained condition

The study also expanded upon the
automation-augmentation paradox of the Raisch and
Krakowski (2021) study. The results indicated a “workflow”
could be seen as augmentative as the meaningfully human
control was slowly eroded by the presence of a human in the
formal role. As the information to challenge or contradict the
system diminished, human became more
"process" than "content. As more information went missing

involvement
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for questioning or challenging the system, human involvement
became more "process" than "content.

5.3 Managerial Implications
The first management lesson was that there needed to be a
wider AI performance scorecard. We have not found any
metrics to assess the organizational impacts of Al that were
applicable to measures of speed, output volume or short-term
quality. The capability of the organization to use unaided
capabilities, error detection, confidence calibration and
operational performance in case of unavailability of Al was
also assessed. The importance of rapid action combined with
AT, but which also required human effort, meant that the team
was at risk of business continuity issues in the absence of Al
Secondly, the results confirmed the use of protected
practice. Council members were required to use their
analytical skills often in their independent work in order to be
able to take advantage of these skills. Organizations might aim
to save these skills by swapping out assignments that are done
with AI with those that are done without AI, have brief
exercises without AI, and have analysts restate major
assumptions before examining the results of Al-generated
answers. While these activities resulted in an immediate
efficiency loss, they performed functions as
emergency drills, backup system testing and professional

similar

recertification. This was particularly evident when they were
operating under normal conditions.

Thirdly, as a process, the verification had to be considered a
dynamic analytical task instead of a "tick-the-box" exercise.
To conduct an effective verification, the analysts had to find
the central decision claim, review the data supporting it,
evaluate other models or explanations and report on what
evidence would affect the recommendation. The results also
indicated that not prescriptive responsibility should be
assigned to the only creator of the AI prompt to review the
output. Independent peer review can help in the sharing of
knowledge, mitigate for confirmation bias and minimize
common mode failure.

Fourth, the manager can do no better than to refrain from
strict rules on AT usage. Tasks were different in terms of the
need for being fast, creative, judgmental, explainable and
accountable. Some of the less routine and less risky activities
may be able to be automated more deeply, while others may
need to be decided more by human judgment and independent
review, and may be unusual or high-impact. Many task-level
rules had to be reviewed on a regular basis and not considered
as static, since the boundaries between tasks that can be
automated and those that can only be done by humans evolved
as the AI models evolved.

Fifth, organizational incentives had an impact on the extent
of delegation. The main driving force behind moving more of
the reasoning task to Al was the performance systems using
primarily speed and volume. Therefore, the measures should
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be part of the training plans, risk reporting, professional
development and management review.

Last but not least, the goal of the management should not
be to reduce using Al It should be used to enhance the design
of the joint human-Al system. The results showed that the
most effective setup was one where Al was used for searching
documents and documents were used to draft documents, for
summarization, for routine execution, and for problem
framing, validation, causal reasoning, contextual judgment
and final accountability were left to the human analysts. This
is a division of work that must be tested out, but is not
necessarily effective.

5.4 Limitations and Future Research

There were a number of limitations with this study. First off,
contamination in the treatment may have been possible even
with the use of system logging. Analysts might have learned
from other treatment groups assigned by their colleagues or
from approaches or tools that were not part of the research
design. This risk was minimized by cluster assignment and
sensitivity analysis, but it did not completely eliminate this
risk.

Second, the duration of the study period (12-weeks) was
short enough to see changes in skill but may not have seen
long-term deskilling, adaptation or capability recovery.
Longer follow-up periods should be used for future studies
and it would be interesting to see if the skills diminish when
organizations introduce changes in the workflow and decrease
their reliance on Al.

Third, the analytical tasks used were standardized, provided
greater control during the experiments, but did not encompass
all types of analytics tasks. Applications of AI can vary from
business-to-business, business-to-customer,
business-to-business-to-customer, healthcare,
cybersecurity, public administration, etc. The outcome can
also be different based on the AI model, user interface, the
complexity of the task, and the autonomy of the system.
Therefore, it is necessary to replicate across the different
industries,  occupational  groups and technological
configurations.

engineering,

Fourth, simulated outages were not a true representation of
conditions when a system fails. Participants were aware that
the study was not to be a real emergency and the exercises
might have been less stressful than a real emergency. If there
are outages from naturally-occurring Al, or outages from
platforms, that would be a boost to external validity. But these
can be hard to foresee and can bring about ethical, security or
business continuity issues.

Fifth, there was not a straightforward way to directly
measure cognitive offloading. Visible interactions with the Al
system were captured in prompt logs but not all interactions
with the AI system were captured. There may have been
social-desirability bias and recall errors in self-reported
measures. In the future, interaction log, process tracing, verbal
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protocol, knowledge assessment,
eye-tracking and other behavioral data, as appropriate, should

be combined to collect interaction logs.

screen-recording data,

Lastly, the use of AI might have resulted in new skills
around prompting, supervision, synthesis and evaluation of Al
output. This analysis was mainly focused on the level of
retention or attrition in existing analytical capability. Future
studies should investigate changes in the entire skill set,
instead of human capability being considered as one
dimension.

Finally, the results of the present study were related to the
tasks, participants,
employed. The results were in line with the augmentation-trap
argument, but shouldn't be taken as proof of the inevitability
of deskilling as a result of all forms of intensive AI use. The
boundary conditions of learning-enhancing, practice-reducing,
knowledge-enabling or other combinations of the effects of Al
should be subject of further research.

treatment conditions and measures

6. Conclusion

Productivity produced by AI wasn't the same as a business's
capabilities. When AI enhanced existing analytics team by
improving their performance and maintaining their learning,
judgment and verification capacity and error detection, it had
the advantage of doing so. When improvements in the unaided
skills have been masked by improvements in speed and output
it became an augmentation trap.

This trade-off can be seen in this study as it was conducted
longitudinally, with the
performance with and without assistance, capability with and
without assistance, reactions to Al outages, and reactions to
incorrect Al advice. The results revealed that the unrestricted
use of Al resulted in the highest productivity improvements at
the moment, but also led to more losses of capability and
vulnerability during operation. Moderate gains and greater
human capability and decision resilience were seen with

comparisons made between

calibrated AT use, with no significant differences noted for the
medium and long-term.

The big takeaway was the importance of considering the
results of the organization using Al in addition to how well
the teams can do the same without it. Decision resilience
should thus be well integrated into the evaluation, design of
processes, management of performance, business continuity
planning and governance of Al.
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